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Abstract: Theoretical structure predictions for systems whose energy landscape has a huge number
of local minima — such as new materials made up of a large number of components — require
sophisticated optimization algorithms. For a first approach, however, the quite old simulated
annealing (SA) is even nowadays a valuable instrument though its efficiency is comparatively low. We
show here that SA can be strongly accelerated by simple extensions in several ways. To this end, we
have performed a series of computer experiments on the 3D136 instance of the hydrophobic-polar
model of protein folding. First, the present study demonstrates the large effect of an elementary trick:
rather than the final state of the SA run, that of the states visited in the turn of the simulation which
has the lowest energy is considered as the SA result. This modification implies a change in the
optimum temperature interval of SA. Generalizing that trick, we then show how, during the slow
cooling in the SA, a number of restarts from the state with the lowest energy reached so far improves
the final outcome. Concluding our study, the great chances of distributing the available CPU time to
parallel SA runs are demonstrated.

Keywords: energy landscape, local minima, structure prediction, optimization, simulated annealing,
protein folding, HP model

1. Introduction

In making structure predictions for systems under extreme conditions, one is often confronted
with energy landscapes exhibiting a huge number of local minima. For their exploration, various
sophisticated algorithms are available, see the review [1]. As a first approach to a new task, however,
the popular simulated annealing (SA) [2] is still nowadays a suitable instrument. Moreover, it can be
used as a benchmark for more sophisticated algorithms.

The SA approach has the advantage of great simplicity in its implementation and use. Common to all
iterative optimization approaches is that code has to be programmed for two aims: for the calculation
of the total energy of the system considered as well as for the calculation of the energy change caused
by certain state modifications. In the case of SA, only a few additional lines of code are required for
modeling a temporal evolution. Furthermore, there are only a very few parameters that need to be
adjusted: in the simplest case of exponential cooling, one has to choose merely the number of system
modification trials as well as the values of the initial and final temperatures. Not surprisingly, these
simplicity advantages of SA are offset by the disadvantage of its comparatively low efficiency.

To investigate improvement possibilities of the simulated annealing algorithm, we here perform a
series of computer experiments on the highly simplified model of protein folding introduced in
Section 2: this so-called hydrophobic-polar (HP) model aims to emulate the protein folding processes
on a lattice [3]. In doing so, we consider the instance 3D136 from Ref. [4] as a test case, that is a
specific chain of 136 amino acids arranged on a three-dimensional simple cubic lattice.

Section 3 reports on the findings of our computer experiments. First, it focuses on the effect of using,
among all states visited during the SA process, the state with the lowest energy as the start for the
subsequent deterministic optimization, instead of the final state of the SA process. Then, the chances
offered by repeated restarts from the previously reached lowest energy states are investigated. Finally,
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we demonstrate that it is easily possible to parallelize our SA code: under certain conditions, the
quality of the optimization result depends only on the total amount of CPU time invested.

2. Test application: the hydrophobic-polar model of protein folding

To explore the properties of several modifications of the SA procedure, we here perform a
series of computer experiments on a specific combinatorial optimization task: the 3D136 instance of
the so-called HP model of protein folding [4]. This optimization task is especially interesting for the
following reasons.

The HP model is one of the simplest models used in protein folding simulations, but yet exhibits the
important features of real protein folding: a huge configuration space with a very large humber of
local minima, funnels in the energy landscape, and a dependence on the sequence of amino acids [5].
It belongs to the backbone-only models and is based on two rough simplifications: (i) the canonical
amino acids are sorted into two types, hydrophobic (H) and polar (P) — thus only the most important
driving force that governs the protein folding is incorporated into the model —, and (ii) the protein is
placed on a regular lattice as a self-avoiding chain with constant bond length between successive
units. The latter simplification reduces the study of the HP model to a discrete optimization task with
a finite number of states but with a high degree of degeneracy.

Within the HP model, the energy E of a configuration of the chain is given by the total number of
non-bonded pairs of adjacent H nodes, multiplied by -1. To illustrate this description, two
configurations of a specific two-dimensional HP instance consisting of 20 monomers are compared in
Figure 1; for a detailed discussion of this instance see Ref. [5].
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Figure 1. Example chain of twenty nodes which has 83,779,155 configurations: (a) one of 12,473,446
configurations with energy -2; (b) one of 4 configurations with energy -9 (global minimum) [5]. The
non-bonded pairs of adjacent H nodes are marked green.

In our computer experiments, we consider the 3D136 instance introduced by Lettman et al. [6] as a
model of the staphylococcal nuclease, which had been experimentally characterized by Shortle and
Meeker [7]. The instance 3D136 is defined by the following sequence:

HPPPPPHPPPPHPHHPHHPPPPHPHHHPPPPHPHPHHHHPPPPPPPPPPPHPPH
PPPHPHHPPPHHPPHPPHPHPHPPPPPPPPHPPPHHHHHHPPPHHPPHHHPPP
HHPHHHHHPPPPPPPPPHPPPPHPHPPPP

see Table Il of Ref. [4]. Its ground state energy is -83, which can be obtained from a web-tool of the
University Freiburg [8], see also [9].

The optimization procedures considered in the present study are based on iterative modifications of
the current state of the chain. For this aim, we use so-called pull moves as elementary operations [10].
They are defined as follows. Each pull move starts with shifting some node of the chain from the
lattice site which it currently occupies to an empty lattice site neighbouring either its predecessor or
its successor in the chain. The thus arising state of the chain may be legitimate — each pair of nodes
neighbouring in the chain occupies neighbouring lattice sites — or illegitimate — one of the connections
of the shifted node to its neighbours is overstretched —. In the first case, the move is complete, while,
in the second one, the generated defect has to be repaired by one or several subsequent moves. For
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that aim, the up-to-now untouched node of the overstretched pair is moved to an empty neighbouring
site of the site occupied last. This empty site is selected according to the demand that the possibly
arising new overstretching is minimal. And so on. Figure 2 shows three examples of such pull moves.
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Figure 2. Three examples of pull move realizations. The first move is indicated by a red arrow with a
filled head, whereas the subsequent moves are marked by red arrows with empty heads. In case (a),
already by the first move, a legitimate new state of the chain is created, whereas in case (b), one more
node has to be moved to repair the defect generated by the first move. In case (c), even five
subsequent moves are needed to reach a legitimate state of the chain again.

3. Computer experiments

The basis of the computer experiments performed here is the simulating annealing idea. That
means, in each elementary step of this iterative algorithm, we randomly pick a neighbouring state S,
of the current state S, of the chain. — The neighbourhood of a given state is defined by the set of all
states which can be reached within one of the pull moves introduced above. — Then we decide
according to the Metropolis criterion [11] whether or not S is to be substituted by S,.
Thus, if the energy of the neighbouring state, E(S,), does not exceed that of the current state, E(S.),
the substitution will be always realized. Otherwise, we pick a random number r, equally distributed in
[0,1], and then perform the substitution of S; by S, if and only if r < exp{ — (E(S,) — E(S.)) / T }. Here,
T denotes the current value of the optimization temperature, decreasing in the turn of SA. In case of
an exponential schedule, T is reduced in each SA step by multiplying it by the factor 1 = (T¢/ T)*V,
where Ty, T;, and N denote final and initial T values, and the number of pull move trials performed,
respectively.

3.1 Final state of simulated annealing versus lowest state visited

The starting point of our computer experiments was the following naive question: which state
should be considered as the output of an SA optimization?
According to the physical analogy on which the algorithm is based — tempering of a material —, it is
the final state of the corresponding Metropolis simulation with decreasing temperature. Nevertheless,
in the end, since the final temperature is finite, it makes sense to perform a deterministic post-
relaxation. Thus, as a second possibility, the state reached after the post-relaxation could be
considered as the output.
In doing so, however, valuable information gained during the SA process is lost. The reason is the
following: once and again during the cooling, the system considered may leave the surroundings of a
local minimum — which is the intention of the simulated annealing procedure — Hence, the final state
reached within finite time need not to be the state with the lowest energy visited during the cooling,
even if the final process temperature is extremely low. Therefore, in the extension of the physical idea
on which the original SA algorithm is based, it is worth keeping the up-to-now best state in the
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memory, that is the one with the lowest energy. To take this state as final result, is possibility number
three. At last, as the fourth possibility, the result of a deterministic post-relaxation which started from
this best SA state can be considered as the final optimization result.

As a side remark, we mention that, currently, the English Wikipedia page on SA [12] presents
pseudocode focussing on the final state of the Metropolis simulation only, whereas the corresponding
German Wikipedia page [13] takes additionally the best state visited so far into consideration.

To compare the mean energies of output states reached in the four ways discussed above, we
performed a series of SA calculations the results of which are presented in Figure 3. In this as well as
in the following diagrams, the deviation of the average final energy from the ground state energy, AE
= <E> - (- 83), is plotted versus the invested effort. To quantify our comparisons, we ask in each
case when AE falls below the arbitrarily chosen threshold of 4.7. The corresponding efforts are
marked by arrows.

The data given in Figure 3 were obtained starting the Metropolis process at T = 1.0 and stopping it at
T = 0.1. This choice of the initial and final temperature values was motivated by the intention to
encompass the region of the specific heat peaks of HP models; for HP sequences other than the one
considered here, those peaks are presented in Ref. [14].

Figure 3 shows clearly that focusing on the best state visited during SA rather than on the final state
of this process enables a strong acceleration of the computations: the best results reached here
focusing on the final SA state can be obtained already with a factor of about 30 less pull move trials
when holding the lowest energy state visited in memory. Furthermore, Figure 3 shows that, for the SA
parameters used here, the deterministic post-relaxation, which equals an instantaneous coolingto T =
0, i.e. a quench, does not substantially improve the optimization results.

T T T T T T T T — T T T
30t Exponential cooling from T;=1. to T;=0.1 -
- a + final SA state 1
O quenched final SA state
15t X best SA state ’
10 ¢} quenched best SA state
AE | 1
7 -
5 -
3r acceleration
by factor 27
2 il " PR | " PR | " PR | " PR | " PR |
10° 10 10° 10° 10" 10"

number of pull move trials

Figure 3. Deviations of the mean energy values of the optimization output states from the ground
state energy of the HP model instance 3D136 in dependence on the number of pull move trials
performed. These energy values relate to output states obtained using four different SA based
optimization procedures. In these approaches, either the final state of the Metropolis simulation or the
state with the lowest energy visited during this process is considered as the result of the actual SA.
Optionally, subsequent deterministic post-relaxations of the so obtained states, i.e. quenches, were
performed. All data points shown here and in the subsequent figures were obtained by averaging the
results of minimum 10 runs.
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Next, we ask for the effect of a moderate tightening of the T interval on the mean energy values
obtained by means of the otherwise same procedures. Figure 4 shows the results of the SA based
optimizations, which started at T = 0.5 and stopped at T = 0.25. Inspecting Figure 4 and comparing it
with Figure 3, note that, on the one hand, for the optimizations taking the best state visited in the turn
of the Metropolis simulation as its output, the T interval tightening causes a clear decrease of the
mean energy values obtained, corresponding to the additional acceleration of the optimization by
almost a factor of 3. In these cases, the deterministic post-relaxation does not significantly improve
the optimization result. On the other hand, when the final state of SA is considered as its output, the
quality of the optimization results deteriorates significantly as the effect of the T interval tightening.
In the latter cases, the little effort of the deterministic post-relaxation slightly improves the
optimization results.
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Figure 4. As in Figure 3, deviations of the mean energy values of the optimization output states from
the ground state energy of the HP model instance 3D136 in dependence on the number of pull move
trials performed for four different SA based optimization procedures. Compared to Figure 3, however,
a smaller temperature interval is considered in the SA process here; initial and final temperatures were
reduced and increased, respectively. To simplify the comparison to Figure 3, the efforts indicated
there by black arrows are marked here too.

3.2 Effect of restarts

We now generalize the idea to start the concluding deterministic post-relaxation from the best
state reached in the turn of the simulated slow cooling. Suppose, the simulated cooling process is
decomposed into two T intervals. Now, the second part of the simulated cooling may start from the
lowest state reached in the first part rather than from the final state of the first part. Going on to
multiple restarts is obvious. This idea of searching the environment of the best previous result with
particular care has been used in various ways in heuristic optimization procedures, see e.g. Ref. [15].
It is important to note that, at the moment of the “restart”, we here only reset the configuration of the
chain, not the simulation temperature. Thus, the environment of that up-to-now best state will be
sampled again at lower temperatures, for which an escaping of that region is less probable than
before.
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As a side remark, we only mention that, as the next step of the algorithm development, one might
perform deterministic post-relaxations of the best states visited during the individual SA sections and
focus on the local minima obtained this way in the comparison of the results of the individual SA
sections. Concerning that thermal-cycling strategy, the reader is referred to Refs. [14,16].

Here, we focus on the effect of restarts from the up-to-now lowest energy state after fixed numbers of
pull move trials. — The total T interval ranges from 0.5 to 0.25 in this computer experiment —. Figure 5
visualizes the influence of the number of restarts on the result of the otherwise unchanged total energy
minimization process. If this number is rather low, some improvement compared to the
undecomposed simulated cooling is reached, but, in our case, the efficiency gain does not exceed a
factor of about 3. Naturally, in agreement with the idea of simulated annealing, the final result gets
worse if the number of restarts is chosen too large. As Figure 5 shows, decomposing the cooling
process into an optimum number of parts — here guessed as 0.05 N **, where N denotes the total
number of pull move trials — accelerates the optimization process by roughly a factor of 3.

20 (—— . — . — . — . —
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10k on the energy of the quenched i
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total number of pull move trials

Figure 5. Effect of restarts from the state of lowest energy reached so far within the otherwise
unchanged cooling process. Various ways of decomposing the total SA process into intervals, where
in each one the same number of pull move trials is performed, are compared with each other.

Recapping the findings in the Subsections 3.1 and 3.2, Figure 6 summarizes the achievements of all
the SA extensions considered up to now. It shows that the calculations could be accelerated by more
than two orders of magnitude this way.
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Figure 6. Summary of the acceleration achievements displayed in Figures 3, 4, and 5.
3.3 Chances of parallelization

Concluding our computer experiments, we ask to what extent can the optimization efforts be
distributed to parallel threads [17]. To answer this question, we first focus on the best results obtained
in certain numbers of independent optimizations with fixed total numbers of pull move trials. As
described in the previous subsection, those optimizations benefit from an optimum number of restarts
and are concluded by deterministic post-relaxations.

The deviations of the mean values of the resulting energies of these composite optimizations from the
ground state energy are displayed versus the total numbers of the pull move trials in Figure 7. This
diagram leads to two conclusions:

(i) On the one hand, within the left part of the diagram, that is for comparatively small total numbers
of pull move trials, the quality of the optimization results diminishes in the effect of the increase of
the number of parallel threads, the more the larger the number of threads is.

(ii) On the other hand, remarkably, within the right part of the diagram, as long as the number of
threads is not too large, the quality of the optimization results is nearly independent of this number.
There, the results obtained depend almost only on the total number of pull move trials, in line with
Ref. [14].

The second of these characteristics enables a strong reduction of the wall time, theoretically by up to
two orders of magnitude. In practice, memory access collisions may considerably reduce this gain.

Up to now, only parallel optimizations without interaction have been considered. Naturally, it is
suggested also to ask which effect an interaction of the threads in the moments of the restarts has. To
answer this question, on each restart, we now duplicate the threads that have found the lowest states in
the previous interval and cancel the corresponding number of threads that have yielded the highest
states as output. However, always, each thread is duplicated at most once in such a state exchange
process.

Figure 8 presents the results obtained using interacting threads. Compared to Figure 7, these computer
experiments yield somewhat better results. A significant improvement, however, occurs only if the
number of threads is so large, that optimizations with that number of independent threads yield clearly
worse results than computations considering only one thread.
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Figure 7. Effect of distributing the optimization efforts to a number of parallel threads, n, without
interaction between them.
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Figure 8. Effect of distributing the optimization efforts to n parallel threads with interaction between
them: on each restart, threads which have yielded states of particular low energy are duplicated
whereas a corresponding number of threads which have obtained worse states are cancelled.
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4. Conclusions

Our computer experiments presented in Section 3 have shown the following: by means of a
very simple extension, that is by remembering the best state visited previously, the efficiency of
simulated annealing optimizations can be greatly improved in several ways.

First, already by starting the deterministic post-relaxation after the simulated slow cooling from the
state with the lowest energy visited in the turn of the temporal evolution rather than from the last state
reached, the mean energy of the final configuration is considerably reduced. In the case of our —
arbitrarily selected — fixed quality requirement for the final states, optimization is accelerated by up to
a factor of about 30. Moreover, the performance relation of this modified simulated annealing
procedure seems to be clearly steeper than that of the original algorithm.

Second, repeated restarts from the state with the up-to-now lowest energy enable a substantial
additional acceleration; it amounts to up to about a factor of 3 in the considered case.

Third, we have found that moderate trivial parallelization — that is performing a certain number of SA
runs in parallel where the best result obtained is considered as final one — can be very helpful as well.
In our case, it enables a wall time reduction by more than an order of magnitude.

The detailed optimization of the annealing schedule was behind the scope of the present study. The
values of initial and final temperatures used in Figure 3 were simply chosen to enclose the specific
heat peak of HP models. Nevertheless, as can be concluded from Figure 4, relating to the state with
the lowest energy visited in the turn of the simulated annealing rather than to the final one shifts the
optimum values of the initial and final temperatures. Furthermore, this diagram shows that, provided
between about 10° and 10™ pull move trials are performed, the difference between mean final energy
and ground state energy seems to follow an empirical power law. Thus, it seems to be sufficient to
optimize the annealing schedule for two values of the number of pull move trials. Such a study might
be quite interesting.
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